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Part |
Introduction to R for analysing data

1 Introduction

1.1 Background

This document provides information on the use of computer software called ‘R’ to
analyse air pollution data. The document supports an initiative to develop and make
available a consistent set of tools for analysing and understanding air pollution data in
a free, open-source environment.

The amount of monitoring data available is substantial and increasing. In the
UK alone there are thought to be over 1000 continuous monitoring sites." Much
of the data available is only briefly analysed; perhaps with the aim of comparing
pollutant concentrations with national and international air quality limits. However,
as it will hopefully be seen, the critical analysis of air pollution data can be highly
rewarding, perhaps yielding important information on pollutant sources that was
previously unknown or unquantified.

There are however, several barriers that prevent the more effective analysis of air
pollution data. These include user knowledge (knowing how to approach analysis
and which techniques to use), cost (both in time and money) and access to specialist
software that might be necessary to carry out all but the most simple types of analysis.
Part of the aim of this document and its associated tools is to overcome some of these
barriers.

1.2 Using this document

This document has been specifically written for those with an interest in analysing
air quality data, although the techniques also lend themselves to wider atmospheric
science problems and other sources of data e.g. traffic data. It is split into two parts.

Part | gives some background information on R and provides examples of using R with
an air pollution data set from London. The intention here is to give an overview
of how to use R and this is done mostly by considering actual air pollution data.

Part Il describes dedicated functions for analysing air pollution data, which are avai-
lable in the R ‘package’ called openair. Currently these are “beta” versions of
different tools for analysing data. Even though the capabilities of the functions in
Part II are greater than those highlighted in Part I, they are easier to apply.

!Sean Christiansen, AEA.
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The document assumes no previous knowledge of R. The document itself contains
code which can be used directly in R (just copy and paste it in — see later). The code is
shown in shaded boxes with most key words in R highlighted. This code is the code
that can be typed into R and can be copied directly from this document and pasted
into R. The latter makes it easier to become familiar with the R language. Users are
encouraged to reproduce the plots shown and produce their own variations on them
— for example, by plotting different pollutants. The document also contains extensive
hypertext links to make it easy to navigate and cross-reference sections, figures etc.
The document is meant to be a kind of work book, allowing users to work through the
examples from start to finish. However, it also acts as a reference guide to using R for
the specific purposes of analysing monitoring data.

This document was produced entirely using free software. The document itself was
produced using the EIiX typesetting programme and all the plots were produced using
R.

1.3 The open-source approach

The tools developed that are described here are open-source. This means that they are
freely available to anybody and all the source code is open to scrutiny. Free software
allows users the freedom to run, copy, distribute, study, change and improve the
software. This philosophy is espoused at http://www.gnu.org/philosophy/free-sw.
html.

The open-source approach is fundamental to this initiative. There are many advan-
tages to open-source software tools beyond their zero direct cost. First is the belief
that making tools open it will encourage their use and scrutiny. Second, by making
tools available in this way it is more likely that others will contribute to them — perhaps
identifying or fixing bugs, or maybe developing them further, as is the case for many
open-source software projects. As described in Chambers (2007), the open-source
approach can help lead to trustworthy software, and this is an important component of
the aims here. It is a community approach that encourages trust and participation.

There are also difficulties in adopting an open-source approach however, not least the
need for organisations to make money from their work. The development of these tools
needs to be paid for somehow. However, there are organisations and individuals that
see benefit in this way of working and are willing to fund or contribute to this initiative.
Those who have contributed so far to this project are listed in the acknowledgements
section.

In the environmental field there are maybe even more compelling arguments for
using open-source tools. Many believe for example that those affected by environmental
decisions reached through using tools/models/data should be able to scrutinise them —
and why not? However, the reality is often far from this situation and there is often
reliance on ‘black boxes’ where such scrutiny is not possible.
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1.4 Aims
The aims of this document are as follows:
* To highlight the importance of looking at data effectively.

* To introduce the statistical software R and provide some background to the
language.

* To show how R can be used to look at and understand air pollution monitoring
data typically collected by local authorities, on behalf of governments and industry.
However, the tools should also be very useful for those involved in academic
research.

* To free-up time to think about air quality data rather than spending time preparing
and analysing data. Part II in particular is aimed at providing functions that are
easy to use so that more time can be spent on more productive activities.

The focus is very much on being pragmatic — the basic approach is to learn by doing.
There are many books and on-line documents on R and these notes are not meant to
duplicate them. The approach used here is example-based, as it is our experience that
this is the best way in which to learn to use R. Also, some of the concepts are easier to
digest if applied to a problem or data set that is familiar. This document cannot cover
all the aspects of R that may be relevant or useful for the analysis of air pollution, but
provides more of an introduction to how R can be used.

It is also important to stress that these functions are most useful when there is a clear
purpose to the analysis. While Exploratory Data Analysis (EDA) is extremely valuable,
there is no substitute for having a clear aim (Tukey, 1977). This was perhaps best
expressed by the statistician John Tukey who developed the idea of EDA:

The combination of some data and an aching desire for an answer does not
ensure that a reasonable answer can be extracted from a given body of data.

1.5 Status and outlook of openair

This document and the associated software is currently at the early stages of develop-
ment. Over the next few years the aim is to significantly enhance the capabilities of the
software and the quality of the documentation. Both the software and documentation
should be considered as ‘pre-release’ or ‘alpha’ versions and have been made available
to you for interest and testing. Some of the developments planned include:

1. Much of the effort will go towards developing new techniques for analysing data
and making available those of others published elsewhere. Much is published in
the literature, but little of is more widely accessible. We intend to review and
implement techniques that we consider promising. Areas that we are actively
working on are meteorological normalisation (removing the effect of meteorology
on trends) and methods for source identification and characterisation.
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2. Even with the existing functions, much more functionality is required. Examples
include improvements for multiple sites, stronger links with relevant statistics
(e.g. UK/EU air pollution standards), scales that link better with air pollution
statistics, more quantitative output information for tables and post-processing.

3. We need to improve data and error checking for input data and give warning
messages where there are problems.

4. We are investigating a simple GUI for openair, as we know that not everyone
likes using command line operations; even though we have made it very simple.
We will also adopt a formal version control system for quality control and making
it clear to users what has changed since the last version.

5. We plan to make available case studies that use these tools to show how data
analysis can be approached and the insights that can be gained. We are al-
ways interested to hear of potential case studies that highlight specific issues or
problems.

6. We will develop a 1 or 2-day course on the use of these tools and to some
extent R in general. Details will be posted on the openair website (http://www.
openair-project.org).

7. It is likely that the document will be split into two separate documents: one
providing an introduction to R with an atmospheric sciences slant and another
focusing on the openair package.
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How this document was produced

One of the aims of this document was to ensure that users are able to reproduce
all the analyses exactly as intended. This is not a straightforward task for a
complex project under continual development. In addition, the large amount

of code and functions presented provides many opportunities for things going
wrong. It is easy, for example, to show how a function works and provide

the results/plot; update the function and then find out that the options have
changed and it no longer runs as intended. In other words, the documentation
and the tools themselves go out of sync. Even cutting and pasting text can
easily go wrong — as we have discovered.

For this reason we have adopted an innovative approach (as far as we are
concerned) to ensuring that everything works as intended. This document
blends text with code in that the whole document must be ‘run’ to produce it.
Each time a version of this documentation is produced, all the code is run at the
same time to generate all the various outputs e.g. plots. This means that all
users should be able to reproduce exactly the same outputs as shown in
this report.?

The system used is called Sweave (Leisch, 2002). Sweave mixes a typesetting
system (IATEX) with R. When a document is produced, blocks of code embedded
in the IXTEX file are recognised and run in R. In some ways it reverses the
‘normal’ way of doing things — rather than document computer code, the
documentation is written to contain the code. The document will not compile if
the code does not function — it is as simple as that. In our document, most of
the outputs are graphics, but increasingly quantitative information will also be
produced.

In adopting this approach we found many problems with the manual (and some
functions), even though we took care to develop this work. In time we also have
ideas for using this approach to automatically carry out analyses. Imagine a re-
port similar to this (but written more as a tutorial) where the data used are your
own data. This approach would have the major advantage that all the analyses
would be directly relevant to the user in question, and entirely reproducible. Our
web site will in time provide more information about this.

It takes around half an hour to compile this document.

1.6 Can | use these tools for commercial purposes?

In short, the answer is yes. Part of the aim of producing these tools was to allow anybody
to use them for any purpose. Indeed, this is the principal purpose of the Knowledge
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Exchange grant. Our work is very much released in the true spirit of the Free Software
Foundation http://www.fsf.org/. However, there are a few points users should note:

1. If you use these tools in reports, publications etc., we ask that you cite their
source (see the preamble at the beginning concerning how to do this).

2. Itis not possible to provide a guarantee or warranty for these tools, although we
have tried hard to ensure they function as documented and are adopting methods
for quality control.

3. We request that should you find these tools useful and enhance them, that you
make such enhancements available to us for wider use.

4. For more detailed information on the various licenses under which R and its
packages operate, the user is referred to the R website.

2 Statistical software R

2.1 Introduction to R

R is a computer programming language developed specifically for the purposes of
analysing data (R-project). It is variously described as a statistical system, a system
for statistical computation and graphics, and an environment for data analysis and
statistics. Its origins go back to innovative developments at Bell Laboratories in the USA
during the 1970s, where the language developed was called S. Since that time S has
become commercial software and is sold as S-Plus by the Insightful Corporation. S-Plus
is highly capable software but is expensive and not widely used by most organisations
that this initiative is aimed at.

Over the past 10 years or so an open-source version of S has been developed called
R. Unlike some open-source software R is highly developed, highly capable and well
established. It is very robust and works on a wide range of platforms (e.g. Windows,
Mac, and Linux). One of its strengths is the large and growing community of leading
researchers that contribute to its development. Increasingly, leading statisticians and
computational scientists choose to publish their work in R; making their work available
worldwide and encouraging the adoption and use of innovative methodologies.

R is available as Free Software under the terms of the Free Software Foundation’s
GNU General Public License.

Another key strength of R is the package system of its operation. The base software,
which is in itself highly capable (e.g. offering for example linear and generalized
linear models, nonlinear regression models, time series analysis, classical parametric
and nonparametric tests, clustering and smoothing), has been greatly extended by
additional functionality. Packages are available to carry out a wide range of analyses
including: generalized additive models, linear and non-linear modelling, regression
trees, Bayesian approaches etc.
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Figure 1: The basic R console.

For air pollution purposes, R represents the ideal system with which to work. Core
features such as effective data manipulation, data/statistical analysis and high quality
graphics lend themselves to analysing air pollution data. The ability to develop one’s
own analyses, invent new plots etc. using R means that advanced tools can be developed
for specific purposes. Indeed, Part II of this document is focussed on the use of dedicated
tools for air quality analysis. The use of R ensures that analyses and graphics are not
constrained to “off the shelf” tools. These tools will often contain functionalities that
are either part of the R base system or that exist through specific packages.

The principal difficulty in using R is the steep learning curve in being able to use it
effectively. Many with programming experience (e.g. FORTRAN, C++) tend to find
R an easier language to learn than those that have no experience in programming.
However, for most users this is not the experience. One of the principal difficulties is
the lack of a nice graphical user interface (GUI). However, the more one develops tools
in R, the more it is realised that a GUI approach significantly constrains capabilities.
(try plotting trends for each hour of the day While it certainly takes considerable effort
to learn to use R, the rewards are also high.

2.2 Why use R?

There are numerous reasons why R is a good choice for analysing data. A few are listed
below.

* It is free! This for many people is the key attraction. For this reason, R has
become increasingly popular among a wide range of users including universities
and businesses.

* It works on several platforms e.g. Windows, Mac OS, and Linux. This makes it
very portable and flexible. It is also extremely robust; it is remarkably bug-free
and crashes are very rare.



