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openair News
The openair Project newsletter Issue 9, July 2011

Source contributions and access to more
data . . .
We are now mostly through our NERC project, which will
end in October this year. If anything however, we are
receiving more interest and feedback about openair. In
this newsletter we look more closely at source contribu-
tions through changes to pollutionRose and polarFreq
— the changes to these functions should be useful to
many of you. We have also expanded access to data
with a new function to import data from the Scottish Air
Quality Network.

Recently, the first phase of some model evaluations
was completed on behalf of Defra, which may be of
interest to many.

As always there are been many bug fixes and refine-
ments and many of these are covered in this newsletter.

This newsletter was produced using R version 2.13.0
and openair version 0.4-23.
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A closer look at source attribution
Recent additions to openair make it easier to gain an
idea of the most important wind directions that contrib-
ute to overall mean concentrations. Two functions have
been enhanced to better show overall contributions by
wind direction: pollutionRose and polarFreq.

Example using pollutionRose

The pollutionRose function now accepts a ‘statistic’ ar-
gument that can either be prop.count (proportion of
counts, or frequency) and prop.mean (proportion contri-
bution to the mean).

First we’ll import some data for 2008–2010 from the
North Kensington site (KC1) with meteorological data:
kc1 <- importKCL(site = "kc1", year = 2008:2010, met = TRUE)

Figure 1 shows the default pollution rose which plots
the frequency of occurrence of NOX concentrations. The
plot shows for example that winds are from the SSW
about 17% of the time and concentrations of NOX in the
region of 20–40 µg m−3 occur about 5% of the time.
pollutionRose(kc1, pollutant = "nox",

statistic = "prop.count")
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Figure 1: Pollution rose for NOX concentrations at the
North Kensington site.

What it would be useful to know is the contribu-
tion each wind direction makes to the overall mean,
and for this we need to use the option statistic =
“prop.mean”. Figure 2 show the plot based on the contri-
bution to the mean. Now it can be seen that winds from
the east contribute about 12% of the overall mean con-
centration of NOX, despite the wind only coming from
that direction about 7% of the time (as shown on Fig-
ure 1). In general, Figure 2 shows that winds from the
east are much more important in terms of contributing
to NOX concentrations despite their relatively low fre-
quency of occurrence. Given the location of this site to
the west of central London, Figure 2 likely demonstrates

the important contribution that the bulk of the London
conurbation makes at this site.

pollutionRose(kc1, pollutant = "nox",
statistic = "prop.mean")
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Figure 2: Pollution rose for NOX concentrations at the
North Kensington site showing the contribution to the
mean.

As another example, let’s have a look at PM2.5 con-
centrations, split by season, shown in Figure 3. This
plot has some interesting features. First, it is clear that
easterly winds make an important contribution to overall
PM2.5 concentrations in the spring (about 17.5% of the
PM2.5 concentration during this period is contributed
by the easterly wind sector). The easterly springtime
contribution is almost certainly dominated by secondary
aerosol from long-range transport.

pollutionRose(kc1, pollutant = "pm25",
statistic = "prop.mean", type = "season")

openair
An R package for air pollution data analysis
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Figure 3: Pollution rose for PM2.5 concentrations at the
North Kensington site showing the contribution to the
mean by season.

Figure 3 also shows that the highest PM2.5 concentra-
tions (shown in the dark maroon colour) occur during
springtime from the east and wintertime; again mostly
from the east. So what drives these contributions? One
way of gaining a bit more information is to consider
how the concentrations vary by wind speed and season.
The thinking here being that low wind speed conditions
would tend to reveal local source contributions due to
stable atmospheric conditions.

Such a plot is easy to produce in openair as shown
below. If one considers the first row of Figure 4 (lowest
wind speeds) it can be seen that the highest concentra-
tions occur in winter from the south to the east, which
essentially covers the bulk of the London conurbation.
At the highest wind speeds (last row) a clearer pattern
emerges showing the east to be very important in spring
and to some extent winter. This pattern probably tends
to show the influence of transboundary import rather
than local (London) sources. In summary, the conditions
leading to the highest concentrations and most contribu-
tion to the overall means tend to be dominated by local
sources for low wind speeds and transboundary sources
for higher wind speeds.
pollutionRose(kc1, pollutant = "pm25",

statistic = "prop.mean",
type = c("season", "ws"))

Example using polarFreq

The polarFreq function can also be used to gain an idea
about the wind directions that contribute most to the
overall mean concentrations. As shown in the manual,
use of the option statistic = “weighted.mean” will
show the percentage contribution by wind direction and
wind speed bin. However, often it is unnecessary to con-
sider different wind speed intervals. To make the plot
more effective, a few options are set as shown in Fig-
ure 5. First, the statistic = “weighted.mean” is chosen
to ensure that the plot shows concentrations weighted by
their frequency of occurrence of wind direction. For this
plot, we are mostly interested in just the contribution by
wind direction and not wind speed. Setting the ws.int
to be above the maximum wind speed in the data set
ensures that all data are shown in one interval. Rather
than having a square-root transform applied to the col-
our scale, we choose to have a linear scale by setting
trans = FALSE. Finally, to show a ‘disk’, the offset is set
at 80. Increasing the value of the offset will narrow the
disk.

While Figure 5 is useful — e.g. it clearly shows that
concentrations of NOX at this site are totally dominated
by south-westerly winds, the use of pollutionRose for
this type of plot is more effective, as shown in the previ-
ous section.
polarFreq(mydata, pollutant = "nox", ws.int = 30,

statistic = "weighted.mean",
offset = 80, trans = FALSE, col = "heat")
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Figure 5: The percentage contribution to overall mean
concentrations of NOX at Marylebone Road.
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Figure 4: Pollution rose for PM2.5 concentrations at the North Kensington site showing the contribution to the mean
by season and wind speed interval

openair
An R package for air pollution data analysis
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Importing data from the Scottish Air
Quality Network
openair already has two functions to important data
from UK networks: importAURN and importKCL. Between
them these two functions provide direct and easy access
to data from over 300 sites in the UK. However, until now
it has not been possible to import data from the Scottish
Air Quality Network (http://www.scottishairquality.
co.uk/index.php). Working with AEA we have now de-
veloped a function to import data from the Scottish net-
work — the importSAQN function. This function provides
access to data from 96 sites in Scotland and the help file
lists the site codes and site types.

Figure 1: The Scottish Air Quality Network website.

Here are some examples of accessing the data:

## import all pollutants from Glasgow Roadside
glas <- importSAQN(site = "gla4", year = 2008:2009)
head(glas)

date pm10 no no2 nox site code v10
1 2008-01-01 00:00:00 55 228 124 472 Glasgow Kerbside GLA4 NA
2 2008-01-01 01:00:00 52 138 107 317 Glasgow Kerbside GLA4 NA
3 2008-01-01 02:00:00 39 111 97 267 Glasgow Kerbside GLA4 NA
4 2008-01-01 03:00:00 26 78 86 204 Glasgow Kerbside GLA4 NA
5 2008-01-01 04:00:00 22 71 78 187 Glasgow Kerbside GLA4 NA
6 2008-01-01 05:00:00 23 94 82 225 Glasgow Kerbside GLA4 NA
pm2.5 v2.5

1 NA NA
2 NA NA
3 NA NA
4 NA NA
5 NA NA
6 NA NA

## import all pollutants from Lerwick rural site (O3)
ler <- importSAQN(site = "lerw", year = 2006:2010)
head(ler)

date o3 site code
1 2006-01-01 00:00:00 40 Lerwick LERW
2 2006-01-01 01:00:00 42 Lerwick LERW
3 2006-01-01 02:00:00 40 Lerwick LERW
4 2006-01-01 03:00:00 36 Lerwick LERW
5 2006-01-01 04:00:00 36 Lerwick LERW
6 2006-01-01 05:00:00 36 Lerwick LERW

## import all pollutants from Glasgow/Dundee Centre for 2009
all <- importSAQN(site = c("gla3", "dun3"), year = 2009)
head(all)

date co pm10 no no2 nox o3 pm2.5 so2 v10 v2.5
1 2009-01-01 00:00:00 NA NA NA NA NA NA 64 NA NA 9
2 2009-01-01 01:00:00 NA NA 51 NA NA 0 52 3 NA 9
3 2009-01-01 02:00:00 0.7 NA 58 NA NA 0 54 3 NA 10
4 2009-01-01 03:00:00 0.6 NA 70 NA NA 0 55 3 NA 8
5 2009-01-01 04:00:00 0.7 NA 71 NA NA 4 62 3 NA 10
6 2009-01-01 05:00:00 0.8 NA 76 NA NA 2 69 3 NA 10

site code ws
1 Glasgow Centre GLA3 NA
2 Glasgow Centre GLA3 NA
3 Glasgow Centre GLA3 NA
4 Glasgow Centre GLA3 NA
5 Glasgow Centre GLA3 NA
6 Glasgow Centre GLA3 NA

openair
An R package for air pollution data analysis
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Reshaping data
Data are stored in a wide variety of ways and it is often
necessary to do some data manipulation in order to ana-
lyse or plot data. This section distinguishes between two
main storage options: stacked or column format (narrow
or wide). By way of an example, consider the simple
case of two sites each measuring NOX. One way of stor-
ing all this data in a single data frame would be to have
columns: “date”, “site1.nox”, “site2.nox”. An alternative
would be to stack the data and have columns “date”,
“nox”, “site”. For such a simple example there isn’t much
difference between the two options. But what if there
were 10, 20 or 100 sites? Having columns “site1.nox”,
“site2.nox” . . . would get rather tedious, whereas the
stacked data would still only have three columns.

For openair functions there is a big advantage in
stacking data like this, and all the openair import func-
tions do this. This is because it then becomes easy to plot
any number of quantities without referring to them in-
dividually and without knowing how many there are.
This will become clearer as openair functions are used,
but imagine trying to plot NOX at 10 sites using the
two different approaches using the openair timePlot
function:

For column format:

timePlot(mydata, pollutant = c("site1.nox", "site2.nox",
"site3.nox", ..., "site10.nox"))

And stacked data:

timePlot(mydata, pollutant = "nox", type = "site")

The latter example works for any number of sites
without having to know the number.

So how can data be re-shaped to get it into the appro-
priate format? This is best answered with an example
using the reshape2 package that is loaded with openair.
We’ll work with the first 3 lines of mydata.

## select first 3 lines
thedata <- head(mydata, 3)
thedata

date ws wd nox no2 o3 pm10 so2 co
1 1998-01-01 00:00:00 0.60 280 285 39 1 29 4.7225 3.3725
2 1998-01-01 01:00:00 2.16 230 NA NA NA 37 NA NA
3 1998-01-01 02:00:00 2.76 190 NA NA 3 34 6.8300 9.6025
pm25

1 NA
2 NA
3 NA

The reshape2 package comes with two main func-
tions melt and dcast. The melt function organises data
according to ‘measured’ and ‘id’ values. In our example
the measured values are the pollutants and id is the date.
It is possible to list either the measured or id values, but
in this case it is easier with id because there is only one:

thedata <- melt(thedata, id.vars = "date")
thedata

date variable value
1 1998-01-01 00:00:00 ws 0.6000
2 1998-01-01 01:00:00 ws 2.1600
3 1998-01-01 02:00:00 ws 2.7600
4 1998-01-01 00:00:00 wd 280.0000
5 1998-01-01 01:00:00 wd 230.0000
6 1998-01-01 02:00:00 wd 190.0000
7 1998-01-01 00:00:00 nox 285.0000
8 1998-01-01 01:00:00 nox NA
9 1998-01-01 02:00:00 nox NA
10 1998-01-01 00:00:00 no2 39.0000
11 1998-01-01 01:00:00 no2 NA
12 1998-01-01 02:00:00 no2 NA
13 1998-01-01 00:00:00 o3 1.0000
14 1998-01-01 01:00:00 o3 NA
15 1998-01-01 02:00:00 o3 3.0000
16 1998-01-01 00:00:00 pm10 29.0000
17 1998-01-01 01:00:00 pm10 37.0000
18 1998-01-01 02:00:00 pm10 34.0000
19 1998-01-01 00:00:00 so2 4.7225
20 1998-01-01 01:00:00 so2 NA
21 1998-01-01 02:00:00 so2 6.8300
22 1998-01-01 00:00:00 co 3.3725
23 1998-01-01 01:00:00 co NA
24 1998-01-01 02:00:00 co 9.6025
25 1998-01-01 00:00:00 pm25 NA
26 1998-01-01 01:00:00 pm25 NA
27 1998-01-01 02:00:00 pm25 NA

which makes two columns: “variable” (pollutant
name) and “value”.

It is possible to go from this “long” format back to
wide:

thedata <- dcast(thedata, ... ~ variable)

Anything to the right of ∼ will make new columns
for each unique value of “variable”.

Imagine now we have data from two sites that is
stacked (first we’ll make some):

openair
An R package for air pollution data analysis
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site1 <- thedata
## add column with site name
site1$site <- "site1"
site1

date ws wd nox no2 o3 pm10 so2 co
1 1998-01-01 00:00:00 0.60 280 285 39 1 29 4.7225 3.3725
2 1998-01-01 01:00:00 2.16 230 NA NA NA 37 NA NA
3 1998-01-01 02:00:00 2.76 190 NA NA 3 34 6.8300 9.6025
pm25 site

1 NA site1
2 NA site1
3 NA site1

site2 <- thedata
site2$site <- "site2"
site2

date ws wd nox no2 o3 pm10 so2 co
1 1998-01-01 00:00:00 0.60 280 285 39 1 29 4.7225 3.3725
2 1998-01-01 01:00:00 2.16 230 NA NA NA 37 NA NA
3 1998-01-01 02:00:00 2.76 190 NA NA 3 34 6.8300 9.6025
pm25 site

1 NA site2
2 NA site2
3 NA site2

## combine all the data
alldata <- rbind.fill(site1, site2)
alldata

date ws wd nox no2 o3 pm10 so2 co
1 1998-01-01 00:00:00 0.60 280 285 39 1 29 4.7225 3.3725
2 1998-01-01 01:00:00 2.16 230 NA NA NA 37 NA NA
3 1998-01-01 02:00:00 2.76 190 NA NA 3 34 6.8300 9.6025
4 1998-01-01 00:00:00 0.60 280 285 39 1 29 4.7225 3.3725
5 1998-01-01 01:00:00 2.16 230 NA NA NA 37 NA NA
6 1998-01-01 02:00:00 2.76 190 NA NA 3 34 6.8300 9.6025
pm25 site

1 NA site1
2 NA site1
3 NA site1
4 NA site2
5 NA site2
6 NA site2

Now we have data that is stacked — but how do we
get it into column format?
## this time date AND site are the id variables
alldata <- melt(alldata, id.vars = c("site", "date"))
## want unique combinations of site AND variable
alldata <- dcast(alldata, ... ~ site + variable)
alldata

date site1_ws site1_wd site1_nox site1_no2
1 1998-01-01 00:00:00 0.60 280 285 39
2 1998-01-01 01:00:00 2.16 230 NA NA
3 1998-01-01 02:00:00 2.76 190 NA NA
site1_o3 site1_pm10 site1_so2 site1_co site1_pm25 site2_ws

1 1 29 4.7225 3.3725 NA 0.60
2 NA 37 NA NA NA 2.16
3 3 34 6.8300 9.6025 NA 2.76
site2_wd site2_nox site2_no2 site2_o3 site2_pm10 site2_so2

1 280 285 39 1 29 4.7225
2 230 NA NA NA 37 NA
3 190 NA NA 3 34 6.8300
site2_co site2_pm25

1 3.3725 NA
2 NA NA
3 9.6025 NA

These functions are very useful for getting data into
the right shape for analysis.

openair
An R package for air pollution data analysis
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Other openair developments
Recent changes to openair

The most significant change to openair is that we have
added a dependency that requires the reshape2 package
in place of the reshape package. The reason for this
change is improved performance and reliability of the
reshape2 package. For those with an internet connection
you should be able to install the package by pasting this
into R:
install.packages("reshape2")

On certain work-based computers there can be diffi-
culties with proxy settings. So of the above command
doesn’t work, try typing this first (for Windows systems):

setInternet2()

which will force the use of Internet Explorer
settings. If that were to fail for some other
reason you can always obtain the zip file directly
from e.g. http://cran.r-project.org/web/packages/
reshape2/index.html. Then from the Packages menu in
R choose “Install package(s) from local zip files . . . ” and
choose the zip file.

Another important change is the treatment of calm
meteorological conditions i.e. where the wind speed
is zero. Previous versions of openair that dealt with
wind speed/direction tended to remove these conditions
before plotting — mostly because that there cannot be a
valid wind direction when the wind speed is zero. How-
ever, this is no longer necessary and calm conditions
will now be included in all calculations. openair there-
fore tries to use all data in the form that is provided to
it. Note, however that this occasionally may give un-
usual results. For example, the UK Met Office allocates
calm conditions to 0 degrees wind direction and ana-
lysing data sometimes may result in anomalous results
for northerly winds. Users might choose sometimes to
remove calm conditions in their analysis e.g.
polarFreq(subset(mydata, ws > 0))

Below is a summary of some developments to
openair since version 0.4-17.

• NOTE — use package reshape2 in place of reshape
for speed and reliability

• allow more than one pollutant with
percentileRose

• fixed title bug with scatterPlot — not shown for
some methods

• modifed key handling on plots using drawOpen-
Key, so key = NULL or FALSE now removes colour
key.

• added method = "level" to scatterPlot for bin-
ning data with optional smoothing, plus other code
clean-ups

• fix bug in conditionalQuantile that labelled plots
wrongly when site(s) has missing data

• added ref.x and ref.y to timePlot to allow refernce
lines to be added

• do not remove calm wind speed conditions in any
functions where this is unnecessary

• fixed bug in polarAnnulus that resulted in a failure
to annotate the plot properly with period = "trend"
and less than 1 year of data; improved smoothing
default options used

• new ’statistic’ option to pollutionRose to show
contribution to counts and contribution to the
mean. The latter is useful for displaying those
wind directions that make most contribution to
teh overall mean. Panel mean is also now shown.

• small change to final example of re-shaping data
in importKCL

• timeAverage can now expand data to shorter time
periods e.g. hourly to 15-minute. This makes it
more flexible to combine data sets with differeing
averging times. For example, daily mean particle
data can be expanded to 1-hour means and com-
bined with an hourly meteorological data set.

• Fix treatment of calms in checkPrep, which af-
fected cases with zero wind speeds in timeAverage

• Fix to vector averaging in timeAverage (did not
include wind speed in calculations). For most data
this will make very little difference, but will be
more important for low wind speeds and/or vari-
able wind directions.

• allow type = ’variable’ in smoothTrend

• Add avg.time to smoothTrend for "month" or "year"
averages

• Do not remove calms in timeAverage

• NEW FUNCTION importSAQN to import data from
the Scottish Air Quality Network

• improved import date.name/time.name handling
of spaces

• Improved scaling for polarFreq

• scatterPlot type = "wd" labels aligned

• Added option "statistic" to polarPlot, which can
now consider "mean", "median", "max" (max-
imum), "frequency". "stdev" (standard deviation)
or "weighted.mean" in a similar way to polarFreq

• Fixed bad.24 and international tz bugs in import

• updated import/import.2

openair
An R package for air pollution data analysis
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• Better handling of missing data in
smoothTrend/MannKendall; particularly when
there are mutiple sites

• Do not run checkPrep on selectByDate because it
removes calms

• Fixed scaling bug in polarFreq when ws.int != 1

• use avg.time in calcPercentile instead of ’period’
to ensure consistency with other functions
(timePlot would fail with percentiles)

• return NA in aqStats when no data present; previ-
ously it tried to calculate quanities, returning -Inf
etc

• The manual has been substantially ‘refreshed’; new
appendix C considering trend estimation in more
detail

Multiple plots on a page

We often get asked how to put two or more plots together
in a single plot. Recent changes to openair makes this
a bit easier. Note that because openair uses lattice
graphics the base graphics par settings will not work.

It is possible to arrange plots based on a column ×
row layout. Let’s put two plots side by side (2 columns, 1
row). First it is necessary to assign the plots to a variable:
a <- windRose(mydata)
b <- polarPlot(mydata)

Now we can plot them using the split option:
print(a, split = c(1, 1, 2, 1))
print(b, split = c(2, 1, 2, 1), newpage = FALSE)

In the code above for the ‘split’ option, the last two
numbers give the overall layout (2, 1) — 2 columns, 1
row. The first two numbers give the column/row index
for that particular plot.

There is one difficulty with plots that already con-
tain sub-plots such as timeVariation where it is neces-
sary to identify the particular plot of interest (see the
timeVariation help for details). However, say we want
a polar plot (b above) and a diurnal plot:
c <- timeVariation(mydata)
print(b, split = c(1, 1, 2, 1))
print(c, split = c(2, 1, 2, 1), subset = "hour",

newpage = FALSE)

For more control it is possible to use the position
argument. position is a vector of 4 numbers, c(xmin,
ymin, xmax, ymax) that give the lower-left and upper-
right corners of a rectangle in which the plot is to be
positioned. The coordinate system for this rectangle is
[0–1] in both the x and y directions.

As an example, consider plotting the first plot in the
lower left quadrant and the second plot in the upper
right quadrant:
print(a, position = c(0, 0, 0.5, 0.5), more = TRUE)
print(b, position = c(0.5, 0.5, 1, 1))

The position argument gives more fine control over
the plot location.

More flexible time aggregation

The timeAverage function makes it easy to aggregate
time series in a very flexible way — taking account of
data capture thresholds and calculating a range of stat-
istics. To date this function has been concerned with
making lower time resolution data from higher time
resolution data e.g. hourly data to daily means.

For example, to make a daily time series from an
hourly one:

daily <- timeAverage(mydata, avg.time = "day")
head(daily)

date ws wd nox no2 o3 pm10
1 1998-01-01 6.835 187.9224 153.9545 39.36364 6.869565 18.16667
2 1998-01-02 7.070 222.9729 131.7391 39.47826 6.478261 27.75000
3 1998-01-03 11.015 225.9726 120.1739 37.95652 8.409091 20.16667
4 1998-01-04 11.485 223.0735 105.3478 35.26087 9.608696 20.95833
5 1998-01-05 6.610 236.5812 174.9565 46.04348 4.956522 24.20833
6 1998-01-06 4.375 196.7795 214.1739 45.30435 1.347826 34.62500

so2 co pm25
1 3.152609 2.699239 NaN
2 3.944891 1.768043 NaN
3 3.203986 1.742101 NaN
4 2.963043 1.620435 NaN
5 4.523261 2.125870 NaN
6 5.702935 2.533478 NaN

One of the real benefits of this function is the ability
to average to almost any time period. For example, to
calculate 3-day means:

daily3 <- timeAverage(mydata, avg.time = "3 day")
head(daily3)

date ws wd nox no2 o3
1 1998-01-01 8.306667 214.2990 135.0147 38.92647 7.2352941
2 1998-01-04 7.490000 221.8183 164.8261 42.20290 5.3043478
3 1998-01-07 7.617465 214.0510 173.1667 42.34848 4.3333333
4 1998-01-10 3.571667 165.5341 201.0556 42.56944 0.5277778
5 1998-01-13 6.561667 203.9199 216.0986 48.33803 3.4492754
6 1998-01-16 6.428333 224.6525 194.1389 43.66667 3.9861111

pm10 so2 co pm25
1 22.02778 3.433829 2.069795 NaN
2 26.59722 4.396413 2.093261 NaN
3 34.95775 5.159907 2.312488 NaN
4 36.62500 4.840150 2.158403 NaN
5 30.23944 4.508060 2.367793 NaN
6 24.84722 4.165903 2.207211 NaN

But what about going the other way i.e. making a
more highly time-resolved data series? One example is
that we have daily mean particle data and hourly met-
eorological data. We could aggregate the meteorological
data to days or expand out the particle data to hours.

As an example we will consider calculating 15-
minute data from hourly data. Rather than consider
the whole time series we will consider the first 6 lines:

openair
An R package for air pollution data analysis
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sub.dat <- head(mydata)
sub.dat

date ws wd nox no2 o3 pm10 so2 co
1 1998-01-01 00:00:00 0.60 280 285 39 1 29 4.7225 3.3725
2 1998-01-01 01:00:00 2.16 230 NA NA NA 37 NA NA
3 1998-01-01 02:00:00 2.76 190 NA NA 3 34 6.8300 9.6025
4 1998-01-01 03:00:00 2.16 170 493 52 3 35 7.6625 10.2175
5 1998-01-01 04:00:00 2.40 180 468 78 2 34 8.0700 8.9125
6 1998-01-01 05:00:00 3.00 190 264 42 0 16 5.5050 3.0525
pm25

1 NA
2 NA
3 NA
4 NA
5 NA
6 NA

new <- timeAverage(sub.dat, avg.time = "15 min")
head(new, 12)

date ws wd nox no2 o3 pm10 so2 co
1 1998-01-01 00:00:00 0.60 280 285 39 1 29 4.7225 3.3725
2 1998-01-01 00:15:00 0.60 280 285 39 1 29 4.7225 3.3725
3 1998-01-01 00:30:00 0.60 280 285 39 1 29 4.7225 3.3725
4 1998-01-01 00:45:00 0.60 280 285 39 1 29 4.7225 3.3725
5 1998-01-01 01:00:00 2.16 230 NA NA NA 37 NA NA
6 1998-01-01 01:15:00 2.16 230 NA NA NA 37 NA NA
7 1998-01-01 01:30:00 2.16 230 NA NA NA 37 NA NA
8 1998-01-01 01:45:00 2.16 230 NA NA NA 37 NA NA
9 1998-01-01 02:00:00 2.76 190 NA NA 3 34 6.8300 9.6025
10 1998-01-01 02:15:00 2.76 190 NA NA 3 34 6.8300 9.6025
11 1998-01-01 02:30:00 2.76 190 NA NA 3 34 6.8300 9.6025
12 1998-01-01 02:45:00 2.76 190 NA NA 3 34 6.8300 9.6025

pm25
1 NA
2 NA
3 NA
4 NA
5 NA
6 NA
7 NA
8 NA
9 NA
10 NA
11 NA
12 NA

As it can be seen, the data are copied down to the

next time interval. Note that when expanding data in
this way it is necessary to ensure that the time interval
of the original series is an exact multiple of avg.time e.g.
hour to 10 minutes, day to hour.

Model evaluation

Some recent work on the evaluation of air qual-
ity models has been carried out on behalf of De-
fra. A series of three reports were produced that
provided a summary of model performance in three
area: urban (http://uk-air.defra.gov.uk/library/
reports?report_id=654), regional ozone (http://
uk-air.defra.gov.uk/library/reports?report_id=
653) and deposition modelling (http://uk-air.defra.
gov.uk/library/reports?report_id=652). The analysis
had to overcome several issues: dealing with lots of data
in different formats, different averaging times, receptors
etc., as well as completing the work in a short space of
time.

These reports relied on R and openair to do all
the analysis and they reports may be useful to you
if you are interested to see how openair and R can
be used to analyse data. The analysis itself resulted
in a couple of new openair functions (modStats and
conditionalQuantile) as well as many other smaller
refinements to the package. There will be a “Phase 2”
evaluation where there will be the opportunity to bet-
ter understand model evaluation. We will also consider
model evaluation as a topic in a forthcoming newsletter.

Journal article

We have a pre-print of a paper that will be published
in the Journal of Environmental Modelling & Software.
We will shortly put the paper on the website and will
provide the citation information when available. Until
then the paper information is:

Carslaw, D.C. and K. Ropkins (2011). openair — an
R package for air quality data analysis. Journal of Envir-
onmental Modelling & Software.
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Table 1: Summary of main openair analysis functions.

Function Mandatory variables Purpose Multiple type
pollutants option

calcFno2 see manual for details estimate primary NO2 emissions ratio from
monitoring data

no no

calendarPlot date, one numeric field Calendar-type view of mean values no no
conditionalQuantile observed and modelled values quantile comparisons for model evaluation no yes [2]
kernelExceed date, ws, wd, one other numeric field bivariate kernel density estimates for ex-

eedance statistics
no Yes [1]

linearRelation date, two numeric fields explore linear relationships between vari-
ables in time

no limited

MannKendall date, one numeric field Calculate MannKendal slopes and Sen-Theil
slope estimates

no Yes [2]

modStats observed and modelled values calculate a range of model evaluation statist-
ics

no yes [≥1]

percentileRose wd, one other numeric field percentiles by wind direction no Yes [2]
polarAnnulus date, ws, wd, one other numeric field polar annulus plot for temporal variations by

wind direction
yes Yes [2]

polarFreq ws, wd alternative to wind rose/pollution rose no Yes [2]
polarPlot ws, wd, one other numeric field bi-variate polar plot yes Yes [2]
pollutionRose ws, wd, one other numeric field pollution rose no Yes [2]
scatterPlot x and y values to plot traditional scatter plots with enhanced op-

tions
no Yes [2]

smoothTrend date, one numeric field smooth trend estimates yes Yes [2]
summaryPlot date, one numeric field summary view of a data frame yes no
timePlot date, one numeric field Time-series plotting yes Yes [1]
timeVariation date, one numeric field diurnal, day of week and monthly variations yes Yes [1]
trendLevel date, one other numeric field flexible level plots or ‘heat maps’ no Yes [2]
windRose date, ws, wd traditional wind rose no Yes [2]

Table 2: Summary of openair utility functions.

Function Mandatory variables Purpose Multiple type
pollutants option

calcPercentile date, one numeric variable calculate percentiles for numeric variables in a
data frame

NA NA

cutData a data frame partition data into groups for conditioning plots
and analysis

yes yes [≥1]

importADMS an ADMS output file e.g. .pst, .met, .mop, .bgd import outputs from the ADMS suite of disper-
sion models (?)

NA NA

importAURN site code and year import hourly data from the UK air quality data
archive (http://www.airquality.co.uk/data_
and_statistics.php)

NA NA

importKCL site code and year import data from King’s College London data-
bases (http://www.londonair.org.uk/)

NA NA

quickText a string properly format common pollutant names and
units

NA NA

selectByDate date and one other variable flexibly select date periods by year, day of week
etc.

NA NA

selectRunning date and one other variable select contiguous periods of a certain run-length
above a specified threshold

NA NA

splitByDate date and one other variable partition and label a data frame by time periods NA NA
timeAverage date, one numeric variable calculate statistics over flexible time periods ac-

count for data capture rates etc.
NA NA
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